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Neural Network

« Linear score function f = Wx
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Neural Network

« Linear score function f = Wx

« Neural network is a nesting of "functions’ (linear
functions with nonlinearities

— 2-layers f = W, max(0, W x)

— 3-layers f = W5 max(0, W, max(0, Wx))

— 4-layers. f = W, tanh (W5 max(0, W, max(0, Wx)))

— 5-layers. f = Wezo(W 4 tanh(W 5 max(0, W, max(0, W ,x))))
— .. Up to hundreds of layers

l2DL: Prof. Dai



Neural Network

Output layer

Input layer
Hidden layer

12DL: Prof. Dai Credit: Li/Karpathy/Johnson



;

Width

2D Prof. Dai

Input Layer

Neural Network

Hidden Layer1 Hidden Layer2 Hidden Layer 3

Y
\\%‘%-r, N NN

Z ]
(f
A
X

\

NN

77 A L7
RISK I NSRS AT RS EALA )
NS e T KA N 4’\’_/0‘- L e VN 40\./0» L — - .
— SO e Y SN SEDE AT LD SR SXKDNL AT KD 3
SV el NN 2 L G e ey D S A
Y Ve 3 % A L 77 s o S <5 o 7
IRSEK K A RSSO EAB Y SR GAEFY NN oo
% oo 7 B N SO N K % SR X 57 %
650 Sl 2. Vs QDT 6 AT NS0 SN 7 NSNS T KL AN
O KSR B35 RCOTK I Ao R XRHLA XA <N R XX
NS S S R N~ RS BRGNS EH IR BN~ e ORAST
Pt E Q=" e = T O =
o S RN A7 S I AT K AT N REE AT FET SRE REES N ~—_ E-H PG
N IR~ R RN SRR T4
R RS E e S ARSI 7 FHAA
Sl g PSS \ VA EISERIN oA BRI ‘/l-
ST 7NN~ PR, RN~ 4977, KRy~
SHLEZ w&.ﬁ%@a IR A A IR
N AL L~ 4

) 22 oo % TZSR s )= e N
7RISV A 27 SRR LA 27 RSN

A 4



Activation Functions

_/ L eaky F%eI_U max(0.01x, x)
Sigmoid: a(x) = (1+e—x) //
o | -
/ 10 ——== 5 10

tanh: tanh(x)

Parametric ReLU: max(ax, x)

Maxout max(w! x + by, wlx + by)
RelLU: max(0, x)
x ifx>0

ELUf(x) = {a(ex —1) ifx<0

l2DL: Prof. Dai
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L oss Functions

« Measure the goodness of the predictions (or
equivalently, the network's performance)

« Regression loss
~ 1 ~
* Liloss L(y,y;0) = - X lly: — 9l
* MSE loss L(y,3; 8) == Xy; — 9l

e (Classification loss (for multi-class classification)
P 1 N\
~ Cross Entropy loss L(y,3;8) = —~ XiL; Xik=1 Vik* log Pir)

l2DL: Prof. Dai



Computational Graphs

* Neural network is a computational graph
— |t has compute nodes O O

— [t has edges that connect nodes = =

— It Is directional ' '

— Itis organized in layers ::Zt

l2DL: Prof. Dai
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The Importance of Gradients

« Our optimization schemes are based on computing

gradients
VoL (6)

« One can compute gradients analytically but what if
our function is too complex?

« Break down gradient computation Backpropagation

Done by many people before, but often credited to Rumelhart 19086
12DL: Prof. Dai 11



Backprop: Forward Pass

* f(ny'Z) = (X+y)'Z

Initializationx =1,y = -3,z =4

2D Prof. Dai



Backprop: Backward Pass

f(x,y,z) = (x+y) " Z
withx=1,y=-3,z=4

ad _ . 9d _

d=x+y o ,5—1
— 4. or _ , 9F _
f=d-z ad_Z’az_d

.. Of Of Of 5
What is 9%’ 3y’ 97

13
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fx,v,z)=(x+y)- z
withx=1,y=-3,z=4

d=x+y
f=d-z
\¥hat is

l2DL: Prof. Da

Backprop:

ad _ . ad _

ax ’55-_ 1
of _ _ of _
ad_Z’az_d
of of of 5
ox' oy’ oz

Backward Pass
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Backprop: Backward Pass

f(x,y,z) = (x+y) " Z
withx=1,y=-3,z=4

ad _ . 9d _

d=x+y o ,5—1
—d. or _ |19 _
f=d-z ad_Z’az_d
of
of of of 9z
gL 2L 2L~
What is 9%’ 3y’ 97

15

l2DL: Prof. Dai



Backprop: Backward Pass

f(x,y,z) = (x+y) " Z
withx=1,y=-3,z=4

ad _ . 9d _

d=x+y o = ,5_1
of af
f=d'Z £=Z£=d
. Of 9of of ,
What is 9%’ 3y’ 97

16
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Backprop: Backward Pass

f(x,y,z) = (x+y) " Z
withx=1,y=-3,z=4

ad ad

d=x+Yy a=1,£=1
of of

=d-z — =z —=d

/ od 0z Chain Rule: T
of of ad @

What is 2L 9L 9L 5 dy odd 0Jy

0x 0y’ 0z af

>——=4-1=4

2DL: Prof. Dai dy 17



Backprop: Backward Pass

f(x,y,z) = (x+y) " Z
withx=1,y=-3,z=4

ad ad

d=x+Yy a=1,£=1
— . of _, 9f _
f=d-z ad_Z’az_d

.. Of Of Of 5
What is 9%’ 3y’ 97

l2DL: Prof. Dai



The Flow of the Gradients

dL B dL 0z
X dx 0z 0dx
s 0z
-% [ z=f Ex, V)
= 0z -—
ét) dy 3_2
y

Activation function

l2DL: Prof. Dai



Backprop: Reusing Forward Values

f(x,y,z) = (x+y) " Z
withx=1,y=-3,z=4

d=x+Yy P 1 —=
f=d-z of _ , %% _ 4 Local derivative here needs inputs:
od ' 0z

0f )0z = d = -2,  9f/ad = z = 4

Many local derivatives need values from the forward pass, so they are stored

l2DL: Prof. Dai 20



Compute Graphs -> Neural Networks

X INput variables

Wi mn Network weights (note 3 indices)
— L which layer

— m which neuron in layer

— n which weignt in neuron

y; computed output (i output dim; ngye)
y; ground truth targets
L loss function

l2DL: Prof. Dai



Compute Graphs -> Neural Networks

Input layer

2D Prof. Dai

X0
v

Output layer
|

eg. class label/
regression target

@
@

Input Weights L2 Loss
(unknowns!) function

| 0SS/
Cost

!

22



Compute Graphs -> Neural Networks

l_l_\ [ . j

X0
X1 RelLU Activation

Input Weights  (not arguing this L2 Loss
(Unknowns!) s the right choice here) function

Input layer Output layer
Cost

—
eg. class label/ \We want to compute gradients w.rt. all weights W

regression target

[2DL: Prof. Dai 23



Compute Graphs -> Neural Networks

INnput layer Output layer
|

| 1 | 1

We want to compute gradients w.rt. all weights W
12DL: Prof. Dai 24



Input layer

A

Compute Graphs -> Neural Networks

X0

e

l2DL: Prof. Dai

Output layer
|

yi = A(b; +
7N\

Activation bias
function

Yo

Y1

kai,k)

Goal: We want to compute gradients of
the loss function L w.rt all weights W

L—ZL

L. loss of one train sampl e (summed over its
outputs), eg. L2 loss — sum up squares:

Li =@ —y)?
— use chain rule to compute partials:
dL  JL 9y;
owi, 0y 0wy

We want to compute gradients wrt.
all weights W all biases b



NNs as Computational Graphs

« \We can express any kind of functions in a

computational graph, eg. f(w, x) = .

1+e—(b+w0x0+w1x1)

Sigmoid function
1

1+e*

-9

o(x) =

2Dl Prof. Dai 26



NNs as Computational Graphs

1
* f(w’ x) — 1+e—(b+W0x0+W1x1)

1;6_1;60'3‘@1'376 0.73

2Dl Prof. Dai



NNs as Computational Graphs

1

_ 1 ) 1
* fwx) = 14e~(b+twoxotwix1) 9x) = 3 T ax T %2
go(X) =a+x= %=1
— X 99 _
glx)=e = gx =e
_ 99 _
Jo(x) =ax = =
——— =-0.53
1.37
1;6_1;60'3‘61'3760'73
—0.53 1
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NNs as Computational Graphs

1

* f(w’ x) = 1+e—(b+W0x0+W1x1)

1 0 1
g =2 =5¥-_3

v Ay v2

go(X) =a+x= 99 _ 1

0x
glx) =e* = g—z = e*
_ 99 _
Jo(x) =ax = =

—0.53-1=-0.53

2Dl Prof. Dai

1;6— 1;60'3‘G1'3‘7

—0.53 —-0.53 1
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NNs as Computational Graphs

1

— 1 ag 1
’ f(w' x) T 1+e—(b+w0x0+wlx1) g(X) = ~ 9 2
JgaX)=a+x= 2—y—l
glx) =e* = g—z = e¥
_ ag
Jo(x) =ax = L=

2Dl Prof. Dai

—0.53:-e71=-0.2

1 6—1 GO 361 3760 73

—0.2 -0.53

—0.53

30



NNs as Computational Graphs

f(W, x) = 1+e—(b+w10xo+wlx1) glx) = i = Z_i - _x_12
2 ga(x)=a+x=>g—i=1
glx) =e* = g—z = e*
—1 Jo(x) =ax = ‘Z—i =a
—3 —0.2-—-1=0.2

1 6 IGO 3@1 3760 73

—0.53 —-0.53 1
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NNs as Computational Graphs

f(W, X) = 1+e—(b+w10xo+wlx1) g(x) = i = Z_i = _x_12
go(X) =a+x= g—‘z=1
glx) =e* = Z—i = e*
Jo(x) =ax = Z—i =a

1 G 160 3@1 37@0 73

—0.2 -0.53 -0.53 1
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Why Backpropagation?

Numerical: central differences Backpropagation

dL/ow ~ (L(w + h) — L(w — h)) /2h Forward pass: compute each node, store
values for local derivative computation

Nudge one weight by xh, Backward pass: incoming gradient x
run the network twice local derivative, node by node
A network with 5 million weights: Same network: 1 forward + 1 backward
10 million forward passes per step pass, worth about 3 forward passes
approximate exact

PyTorch, JAX and TensorFlow compute gradients this way
(reverse-mode automatic differentiation)

l2DL: Prof. Dai
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Gradient Descent



Initialization

2Dl Prof. Dai

Gradient Descent

x* = argmin f(x)

Optimum

35



Gradient Descent

« Gradient - vector of partial derivatives:
Vector in direction of

of ) .
X L, — greatest increase of
A (axl Ox the function

« Take steps in direction of negative gradient:

f@ |
t+1 _ _ Xt (local) minimum,
xh=xt —alf () forasmau enough
\ learning rate
Learning rate
-
2DL: Prof. Dal X Xopt .



Gradient Descent for Neural Networks

Hidden Layer1 Hidden Layer2 Hidden Layer 3
Input Layer

2D Prof. Dai
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Gradient Descent for Neural Networks

For a given training pair {x, y}, we want to update all
welghts, 1e., we need to compute the derivatives w.rt to
all weights:

of
3 idden Layer Hidden Layer idden Layer
aWO . 4 \anu)tLayer Hdo_lQ._L yer1 on Layer HddOLy 3
—_ ’ ’ %) Q @ \ :‘. Output Layer
VWf{x,y} W) = O Q “- - NP
Z O O
LWy mn. S g et S e b =0
: . 7 =N\ 2SN =% o
Gradient step: | ¢ ¥ ¥ o
W’ =W — aVWf{x,y} (W) ¢ >

[ Layers

12DL: Prof. Dai 38



NNs can Become Quite Complex.

« These graphs can be huge!

Convolution
AvgPool
MaxPool

&9 Concat

@@ Dropout

& Fully connected

@ Softmax

[Szegedy et al,CVPR'15] Going Deeper with Convolutions
12DL: Prof. Dai 39



The Flow of the Gradients

« Many many many many of these nodes form a neural
network

NEURONS

e Fach one has its own work to do
FORWARD AND BACKWARD PASS

l2DL: Prof. Dai 40



Gradient Descent for Neural Networks

| 0ss function
Li = (@; — y)*

output layer

input layer R
Vi =A(by; + Z hiwy; ;)
j

hidden layer

Just simple:
L hy = Albo+ ) Xewo i)
K

A(x) = max(0, x)

l2DL: Prof. Dai 41



Gradient Descent for Neural Networks

output layer
input layer

hidden layer

h] = A(bo’] + z kaO,j,k)

R
Vi =A(by,; + Z hjwy ;)
j

Li = (@; — y;)*

l2DL: Prof. Dai

Just go through layer by layer

Backpropagation

oL  /dL\ /99

owyi; \0Yi) \0wy

oL |, -
a}f;l T (yl YI)

A\

A%
aWLi’j
oL oL 89, oh

— h, if the RelLU input > 0,
— "Jelseo

OWoj  £=09; Oh; Owo i



Gradient Descent for Neural Networks

AL

5
SO

output layer
input layer
hidden layer

h; = A(bg; + z XkWo,j k)
R

Vi =A(by,; + Z hjwy ;)
j

Li = (3; —y)?

l2DL: Prof. Dai

\‘crﬁ‘y (3) == How many unknown weights?
O i Output layer: 2 - 4 +
Hidden Layer: 4 - 3 +

- #input channels +

Note that some activations
have also weights



Derivatives of Cross Entropy Loss

Gradients of weights of last layer:
}v@ — Yo oL :af.m.asi
N (5.) +— », dwj;  |0y; |0sy 0wy

dL —Yi_l_l—)’i _ Vi~

output layer

input layer ayi - yi 1 _yi yi(l_yi)’
hidden layer a)’}i _ ~
Binary Cross Entropy loss ds; =5 (1 =9,
Nout
~ ~ ds;
L=- z (vilog(F;) + (1 — y;) log(1 — ¥;)) 3 = h
i=11 Wii
Vi = = Si= zh-w-- oL oL
Lrem = 477 === -y, 5o =9~
l

output scores Iwiji

l2DL: Prof. Dai 44



Derivatives of Cross

Gradients of weights of first layer:

Nout ~ Nout
aL aL ayiasi aL A(l ‘A)
— = — _Ay- — y. W..
Bh] e ayl aSi ahj — ayl l l Jt

l

L| | aL as;oh; "it ) e
ds} | & 0s; 0hji0st | 4 G = yowjilhy
=1 J =1

l

N\

—Ntropy Loss

Nout

= Z Fi — ydw;i
i=1

— 1))

o, |0 w; ~

oL oL Os} al
S]-1

i

1) i

3 — yidwj; (hj(l —h

l2DL: Prof. Dai



Backprop in Matrix Form

Onelayer s = Wh + b

dL/OW = (9L/0ds) hT dL/ob = O0L/0s dL/oh = WT (0L/8s)

T
()L/OS h | 0L/(3W entry (l,])

J - aL/()Si : hj
O -y

2x1 1x4 2 x 4. same shape as W

12DL: Prof. Dai 46



Back to Compute Graphs & NNs

ah
* Inputs x and targets y B

« Two-layer NN for .
regression with RelLU P P
activation

 Function we want to
optimize:

n
D llwpmax(0,wyx) = ¥;ll3
=1

AN

47
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Gradient Descent for Neural Networks

Initializex =1, y =0,

_1 _
W1—§,W2—2

W[

~ 1 ~
L(y,5:0) =X 19 — il
INn our case n,d = 1.
~ oL ~
L=@@—-y)* =5 =20~

§=wy0 =L=g Backpropagation
W2 oL oL 0y
aWZ B aj; aWZ

2Dl Prof. Dai

48

NIVIEN



Gradient Descent for Neural Networks

Initializex =1, y =0,
1

Wy =3,Wp =2
- 1 -
L(y,5:0) =X 19 — il
Inour case n,d = 1.
- oL R
L=0@-y* =5 =20 -]
f=wy-0 =L=g Backpropagation
i oW oL oL a9
aWZ B aj; aWZ
2.2

3

2Dl Prof. Dai 49
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Gradient Descent for Neural Networks

Initializex =1, y =0,

_1 _
W1—§,W2—2

~ 1 ~
L(y,5:0) =X 19 — il

INn our case n,d = 1.

o N
J=w,-0 ws = O

2Dl Prof. Dai

Backpropagation
dL oL 0y

ow, 99 ow,

50
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Gradient Descent for Neural Networks

Initializex =1, y =0,

_1 _
W1—§,W2—2

Inour casen,d = 1.
~ oL ~
L=@-y? =>-=20-)

. 3y _
Yy=Wy°0 = Py Wy
o = max(0,7) = 2% = {1 ifz>0 Backpropagation
0z 0 else oL  OL 9y do 0z
9 A
Z=X* W =>a—;1=x dw; 0y do 0z Jdw;

l2DL: Prof. Dai 51



Gradient Descent for Neural Networks

Initializex =1, y =0,
wy = %, wy, =2

Inour casen,d = 1.
oL

— (5 2 vL S A
L=G -y =5 =20-v
~ . N
y=Wz*0 50 V2
o = max(0,z) = 2% = {1 ifz>0 Backpropagation
0z 0 else oL  OL 9y do 0z
aZ — — - . .
Z=X* W =>a—wl=x dw; 0y do 0z Jdw;
2
2 '§

l2DL: Prof. Dai 52



Gradient Descent for Neural Networks

Initializex =1, y =0,

_1 _
W1—§,W2—2

Inour casen,d = 1.
~ oL ~
L=@F-y)?* =25-=20-)

~ 2y _
Yy=Wy°0 :aO'_WZ
o = max(0,z) = 2% = lifz >0 Backpropagation
0z 0 else oL  OL 9y do 0z
) ...
Z=X* W =>a—;1=x dw; 0y do 0z Jdw;
2:2 -2

l2DL: Prof. Dai 53
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Gradient Descent for Neural Networks

Initializex =1, y =0,

_1 _
W1—§,W2—2

Inour case n,d = 1.
A oL "
L=@-»*" 25;=20-)
~ 2y _
Yy=Wy°0 ﬁan—Wz
o = max(0,z) ={2Z = lifz >0 Backpropagation
0z 0else oL 9L 09 8o Oz
Z=X* W =>ad—;1=x ow, 0y 0o 0z ow,
2.% |

l2DL: Prof. Dai 54
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Gradient Descent for Neural Networks

1
Initializex =1, y =0,
wy = %,Wz =2 L
3
Inour case n,d = 1. g
A~ oL "
L=@-»*" 25;=20-)
" 09
Yy=Wy°0 $£=W2
o = max(0,z) = 2% = {1 ifz>0 Backpropagation
0z 0 else oL 9L 09 do 0z
F) - .2 ..
Z=X* W =>a—;1=x dw; 0y do 0z Jdw;

2.% .2 .1 -1

l2DL: Prof. Dai 55
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Gradient Descent for Neural Networks

e Function we wantto 1
optimize:

1

3

FOow) = ) llwymax(0,wyx) = y;ll3 o
i=1 3

« Computed gradients wrt
to weights wyand w,
« Now: update the weights

wo=w— a Tuf = ()= a: <‘7w1f> But: how to choose a
2 V. f good learning rate a ?

l2DL: Prof Dai 56



Gradient Descent

How to pick good learning rate?

How to compute gradient for single training pair?

How to compute gradient for large training set?

How to speed things up? More to see Iin next
lectures..

l2DL: Prof. Dai



Regularization



Recap: Basic Recipe for ML

« Split your data

00% 20% 20%

train validation

\ )
I

Find your hyperparameters

Other splits are also possible (e.g., 80%/10%/10%)

l2DL: Prof. Dai 59



A
X
X0

X
X

o
o

=X O
X o

0.X

Over- and Underfitting

XQ x

L

Underfitted

l2DL: Prof. Dai

Appropriate

"
..............

Overfitted

Source: Deep Learning by Adam Gibson, Josh Patterson, O'Reily Media Inc., 2017

60



Over- and Underfitting

ML Engineers looking at their classification
model running on the test set.

Underfittehd Overfitted

bily Media Inc., 2017

l2DL: Prof. Da



Training a Neural Network

.( HOW can we

- - Tra.i\1 orevent our model

Underfitting zone| Overfitting zone —  Qen ]CrOm O\/erﬂttiﬂg?
A\ J

Training error | Generalization Regularization

Qﬁgh gap IS too bg’/’/
' I

Error

Generalization gap

".‘..-

_— —_— -—
" - — — — — — — — —

I ———————
0 Optimal Capacity Credits: Deep Learning. Goodfellow et al.
Capacity

)]
S

l2DL: Prof. Dai



Regularization

« Add constraints or penalties that push network to
learn simpler, more robust patterns

— Try to avoid overfitting to noise

Impact of Regularization

Wi{fmutlﬂagt‘llaﬁ:étiun v:rim I-';a-gul-;rizat;un
(Overfit) (Good fit)

12D Prof Dai https.//www.analyticsvidhya.com/blog/2021/11/study-of-regularization-techniques-of-linear-model-and-its-roles/



Regularization
 Loss function L(y,9,0) = X*,(9; — yi)* + AR(6)

« Regularization techniques

— L2 regularization | Add regularization
— L1 regularization term to loss function
— Max norm regularization

— Dropout

— Early stopping

l2DL: Prof. Dai



Regularization
 Loss function L(y,9,0) = X*,(9; — yi)* + AR(6)

« Regularization techniques
— L2 regularization | Add regularization
— L1 regularization term to loss function
— Max norm regularization
— Dropout
— Early stopping

More details later

l2DL: Prof. Dai



Regularization: Example

Input: 3 features x =[1, 2,1]

« Two linear classifiers that give the same result

* 0,=1[0,0.75,0] — Ignores 2 features

« 0,=10.25,0.5,0.25] —— Takes information
from all features

l2DL: Prof. Dai



Regularization: Example

* Loss L(y,y,0) = Xi=1(x;0 — y))* + AR(0)

d
« L2regularization R(0) = Z gjz
j=1
R(6,) = 0+ 0.75% 4+ 0 = 0.5625
R(6,) = 0.25% + 0.5% + 0.25% =|0.375 | Minimization

x =[1,2,1],6, = [0,0.75,0],6, = [0.25,0.5,0.25]

l2DL: Prof. Dai



Regularization: Example

* Loss L(y,3,0) = Xiz,(x;0 — y)* + AR()
d
« Liregularization R(0) = z 16; ]
j=1
R(6:) = 0+ 0.75+ 0 =|0.75| Minimization
R(6,) = 025+ 0.5+ 0.25 =1

x =[1,2,1],6, = [0,0.75,0],6, = [0.25,0.5,0.25]

l2DL: Prof. Dai



Regularization: Example

Input: 3 features x =[1, 2,1]

« Two linear classifiers that give the same result

* 0,=1[0,0.75,0] — Ignores 2 features

« 0,=10.25,0.5,0.25] —— Takes information
from all features

l2DL: Prof. Dai



Regularization: Example

Input: 3 features x =[1, 2,1]
« Two linear classifiers that give the same result

. 6, = [0,0.75, 0] L1 regularizatioln
enforces sparsity

. 6, = [0.25,0.5,0.25] —— L2regularization prefers
small weights spread
over all features
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Regularization:

~ffect

« Dog classifier takes different inputs

Furry \

Has two eyes —_— \

Has a tail

Has two ears

l2DL: Prof. Dai

Has paws 7

L1 regularization
will focus all the
attention to a

few key features

/1



Regularization: Effect

« Dog classifier takes different inputs

Furry S
L2 regularization

will take all
iNnformation into
account to make
decisions

Has two eyes
Hasatall —

Has paws

Has two ears
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Regularization for Neural Networks

Combining nodes: n
Network output + L2-loss + lewzmax(O, wix;) — V;ll5 + AR (w,, w.)
regularization =

2D Prof. Dai 73



Regularization for Neural Networks

Combining nodes: I ’
w

Network Qlutput + [ 2-loss + ZHWZmaX(O, wix) — yill3 + 1 ” (Wl) ||

regularization i=1 o

2D Prof. Dai 74



Regularization for Neural Networks

Combining nodes: n
Network output + L2-loss + Z”WZmaX(O; wyxy) — Vil + A wi + w?)
regularization =

2D Prof. Dai 75



Regularization

Regularization = 0.00001 = 0.001

Decision
Boundary

Credit: University of Washington

What happens to the training error?

What is the goal of regularization?
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Regularization

« Any strategy that aims to

‘raining error
usually goes

Uup

l2DL: Prof. Dai
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Next Lecture

e This week
— Check exercises!
— Check piazza / post questions ©

« Next lecture
— Optimization of Neural Networks
— In particular, introduction to SGD (our main method!)

l2DL: Prof. Dai



Further Reading

Books, free online:

S. Prince. Understanding Deep Learning. MIT Press, 2023, Ch. 7 (backpropagation) and 9
(regularization). udlbook.github.io/udlbook

. Goodfellow, Y. Bengio, A. Courville. Deep Learning. MIT Press, 2016, Ch. 6.5 and 7.1
deeplearningbook.org

« Online
Stanford CS231n notes on backpropagation: cs231n.github.io/optimization-2

A. Karpathy. micrograd, a complete autograd engine in about 150 lines:
github.com/karpathy/micrograd

* General Machine Learning book:
C. Bishop. Pattern Recognition and Machine Learning. Springer, 2006, Ch. 53 and 5.5,
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https://udlbook.github.io/udlbook/
https://www.deeplearningbook.org/
https://cs231n.github.io/optimization-2/
https://github.com/karpathy/micrograd

TUTi

See you next week ©



